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Constraint-free Post-training Quantization for Low-bit Transformer

JIANG Jia-Hao' YIN Peng® WANG Xuan-Han® ZENG Peng-Peng? SONG Jing-Kuan®

Abstract The massive parameter scales and high computational overhead of Transformer models make them diffi-
cult to deploy directly on resource-constrained edge devices, limiting their practical applications in open environ-
ments. Low-bit quantization can significantly reduce model storage requirements and improve inference efficiency,
making it an important technical approach for lightweight deployment of Transformer models. However, existing
quantization methods are usually constrained by fixed quantization intervals. When processing long-tailed distribu-
tions produced by nonlinear activations, they have difficulty balancing clipping and rounding errors effectively, lead-
ing to considerable performance degradation. To address this problem, we propose a constraint-free post-training
quantization method for low-bit Transformer (CFQuant), which performs adaptive quantization by modeling the
probability distributions of neural-network activations. First, CFQuant adaptively estimates activation-distribution
density during calibration and minimizes quantization error through iterative search. Second, an efficient scale-shift
algorithm dynamically adjusts model distributions to reduce the distribution shift between calibration and inference
stages, thereby further improving quantization stability. Moreover, an acceleration mechanism based on matrix mul-
tiplication with a lookup table converts floating-point multiplications in low-bit inference into precomputed lookup
operations, thereby reducing inference computational overhead. Finally, extensive experiments on multiple types of
Transformer models and on vision, language, and multimodal tasks demonstrate the flexibility and effectiveness of
the proposed method.
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4
Fig.4

DX 3873 TE B8 22 )RS B2, 1T 0 4 14 R 3 X 38
Be A b, T B A R 2 B8 23 A v i e S 5.
[, 8T by B2

0o

by (ar — be)*p(br) — (ars1 — be)*p(br)  (17)
k
BHEAZE, 152
by = 1(ak + apy1) (18)

2

XL ARSI T by 16 1 2 AH B AN B AL
ER R, G BT AR R, RIS NAE « 24 4 e
5 1) 5 I RR PGB 2 il 1 A A an B agr, AT
TRUEFE 45 € B A TS DL T 1) 24k 2% J0Ik 3 R 3 o
N B, [E5E ap, FEEEHT by, IS (16) RIS (18)
A8 Bk AL, B IR SR RS B I AL I 2 A
W )y FIREEID R {be). EiRETF Lloyd-Max %
IEARAL IS FRANAE B LR HE I B AT, Wieshos
FER, HA S INTE LRI B ok B A 7EAR
HEBY B, B B AR 4R KN A NV, B
M, ERIRECH T, Lloyd-Max kK 8%
B AR RE A S DL R 0 A S, U ] 5 R
FERO(T x N x M). HT N FIM BN EE, %
RURE T B, BHAE 10 3] 30 kAP B AT i,
HIETR AT R AL R FE v 5, BT DU EE T 240 K
IR E0E 2 5 M 772, CFQuant FOREAE 484 58
ik, EHEE B, BT BB {ar, by CHEREE,
BN 5 AT 22 AN ] B () 2 PR AR e, DAL 2 A
6] 52 2% FE AN SZ IR RE RS, A2 5T NBUAMIIEAR
THEITRY. e, W3RN (7) MR E TR S R
B, BT CFQuant B 2R ELIX ], 7 HRH
& B2 Al TE, BT DA RE A5 38 B e S 2 1 R

(b) LIRS B AT IR
(b) Component diagram of CFQuant

TR GR G Tk T7 A 4E R
Overall architecture of CFQuant

o A HIBOEE, HORFREURH B IR 2.

TEAEFERY B, BT Bl FE AR 0 A 1 2 57, L
T ) 23 AT F] B S AR TERY BN TR RIS, BT AE S
2B rRORE SN S IR ) SR P A, AEHE R I A gk AT %
ARSI A TTAT I, AR L ), A S H2
R R E R % (efficient scale-shift al-
gorithm, ESA), LABNAX FHAE R 404, Jak/ A2 HEBY
B 5 HEB I BUZ B ) 20 A . RIS N X €
R, WA X,. BBOE B LGN T R
FERF ascare FIRMFE RIF avgpi pe:

D

[ X12 1 i g
scale = = y Oshift = 7= (X -X ) (19)
(| Xqlly D ; !

XA:I = (Xq + ﬂlaShift)62ascale

Horpr) X0 X0 43 0 FOR BN B0 1) B X R R B
s X, M AN, i=1,2 -, D; X, &
N ESA K IE R R BALBOE & 8 A By N
MNESEL, @ PRSI R F AT ascate
FIHT Ly 55500 AR Sk AR #E 43 A7 5 HEHR 73 AR 7
BARRE R BRE IS aanepe WHEEIIE 2K
WKW IR A RO EI RS W, @5 NiX
PRI ER -, AR B (0 S0 1B 23 A RE8 2 25 Hb A Al
PR, FH I B R i B B IR, Wi
SRR A IR i N R A AR I A SR I B AR 22 (RIS
kG T AEHE R BT IR, R AR EAE
BATH R R AR A R -, (B2 5] Al
oRA N S

3.2 ETERRMEMRFRZE
TEXH I NBOE X, € RP R E W, € NP

(20)
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BATEAE, R RN

D

W, X, = B0scate Z WHX! + Brovsnife) =

i=1
D
Bascale Z (WIXE + BiWiasnige) (21)
=1

Hrp, wi R BEURERNEW, K8 Mo &,
i=1,2, -, D. X (21) PIBHALOLE T LDIHE
RS, 55 I WX U B R A RS B EUR
S AAE TR (R 3RV, 3K T AR AR A e O
EHEERRIEE; Beascate M Braspipe i K
B IEN 2V mibr s 5, Hoak ST/ BT i
B SRANRAE 2 Ah. XA o AR AE R EARIE T 48 4t
P, RN R B SR b KA T AR R A W 2.
BARMF, ¥ Brasnipe RN A2 /)
Brospige = m/24, Hor m NEEEL a AR EEL
IR, BiWiagnipe = Wim > d 7] LLil it 5 His 5
AIFEALEAE = L. T Baascate € R T LABE A

HH R T HE—X, KILE b Abn] 2 ATt
LI i S AR WX, BB RS B U
EAE B ek, H X Fhafeyk R B AR A 1Y &
JEALELES (graphics processing unit, GPU) £ L
IR . NIRUX — 0 R, AR SCHE TR T &
R FE ok, AR G A R SRR —Fh
R BRRIRAT R-HURRIN SRR R, T W e
{0, 1, -+, 2’“—1}&)2; € {ao, a1, -+, agr_1}-
B, WEXE TR TR EUE S 2k x 2k = 22 Fi
ettt HE— MR R 22 R T, Hh, S r 75 ¢
B (M 2R 5t B vk 45 R W Xe. ARG, eikis

SRR T R B AL D AR R A

WrX¢=LUT(W], X¢) =T, . (22)

Hep T RAREBEERT HH - 47, 5 ¢ FINERD,
r F e 5 BN B AR E 5 B A B A 6 B F AT B
% 5. CFQuant 5|\ T H/NFIEAN N A7 RAF AR
KT, HAG 2 DR, A k=4 WK ELY
SN, X —EAN AT T G, B, 7E DeiT-
SR R 29 0.01 MB.

3.3 EBARELRIE

TR G EAL T VR AR e M an & 4 Fr
N, FEAE =AMZOHM: 1) CFQuant 2 T30S
E R TE LAEAT Nt AT A 1, AHE T A%
SIS EALES, E RS R IR BB o A B R
MR PR R AR 22 2) CFQuant /MR
R HEANHE R IS 1R 23 A1 22 5, vt e ASORUFE A 7% B9

MMTEE— 2P B R E AL IR 3) R T BRI
W afeyds, & T Ans B A 50 sk is B, AN ok
FEHIF PRRREIR.

CFQuant MHEIEREWEE 1 Prox. FEASRE
FAERT BOMHERE B B, AERSHERT B, B BT AUE
B H, FFRENYIGE B A S AL RS, AR
Ja i IR A At ST, A S e
HE B, ML R S Eos BoE T A, JF
K v RORURE i A% BE T AR AR A R BOE R, &
A AR AR RO AR

B 1. ARG EFENT5E (CFQuant)

BN WOEE X 5E w.

W B w,xr.

/¥ RHERT B/

) ARAER (10) XALE W HMTBREE SRS W,
) BEHLAIARAE ay A by ;

) while KUK (not converged) do

)

)

)

L

RAEA (16) EFrRACH I ax;
MR (18) BB AL I by ;

end while

(=2

/¥ HEFREY BLF/
7) MR (7) FIH ap b AEOEE X BT R4, 19
# X, ;
8) HRHEsN (20) R mRUREEfRS 513% (ESA) 115 X7 ;
9) R#EN (21) Mk (22) FIHERELE W, X7;
10) J&H W, X),.

4 WEERSH
4.1 SEWIRE

4.1.1 BUE&E

PN PN R AR Ul AL | Y =p 8 S RPNk
AR, ARG CFQuant [ITERE, A SCHE K25 40
B R 2RSS 2 RS LRI, 7E
WUSEAT S, 8 ImageNet-1k FE 40 3745405
TFALS, ZHAEEES 1000 NG, 240120 5
SRR ER AN 5 75K B0 R, & LA 45
Bz R ERE R 2 — . [F R, SR A MS-
COCO A HEAT B bR I A S5 43 BT 55 1
AL 1Z AR TS 80 MR A, £ 12 Jiak il
ZrEUE A 5 000 Tk I6IUEEME, FEAEHF & ARE(E
B RN H RRAS IR 4 BT 55 (0 B B ME . H AR
DUFNSE A7) 53 FE 55 25 R P340 K5 FE (average preci-
sion, AP) fENIEMN IR, 737030 AL FHE AP Al
D AP, fEWE S LS H, ASLAEANRATREREA
AR ANE S A R B E A RIS R



8 H

Eitd xXx &

mEW. EREARIEEOR: H TR R
PIQA™, H TR R &) ARCUY, T2 4k 2
1] BoolQ"™, H T % iRHEEE ) HellaSwag!"™ UL K& H
FTAIAVE R ) WinoGrandel”. ARC & ARC-
Easy (ARC-e) fil ARC-Challenge (ARC-c) #§/~F
BT A RBHEEATE: WikiText-20Y, —/N 4
AR R ESCE P RIUE S B, A
2] 255 JiAMA G, C4P2 —N M\ Common Crawl M
ORI RS2 O R R SO A B 4, 20 P Ak i 8
FNEEL, A5 2 3.65 AU UARRTE. LA, A
IOAUE B 7 VEE L R S A R IE A, At
— 3% MMBench? (1) 1 5 SCPF R HEAT 27 & 1
Z RSB AT 5 PP . 18 I 7RI e 2 A AL ) B 4
BT VRS, ASCATAE T LRI G =
EEMGE 1B 5 MBS A A S SR,
TICERAH W/A 53 AR RAE (weight) FIEGE
fH (activation) HEAL LLRFEL.
4.1.2 1EH

AR Z P9 Transformer 1E 4 5250 AR
A AFE VITU, DeiT™ A1 Swin Transformer”, ‘&
AT 49 0 A 2 B R 1 A 0 R AIE 27 2 J7 k. AR S
Swin &7~ Swin Transformer, A LFRE T\ S
1 B 43 W27~ Tiny. Small F1 Base flRAS. X Lefii7y
FE R 73 250 40 B S HA AR 0 AT 5% Hh R B0 H 5K
PERE, VA AL R ) BEAEXS B BRALGE Trans-
former #F, ARIGEAERTE FHEA (LLMs) EiFAh
CFQuant, MW F A LLaMA RAFERIG 55
LLaMA-7B #l LLaMA-13B. % R ¥R 1L L T H
SRE S AL HE AT 55 TP R e e RE, R
Z R BeAh, NEAE CFQuant 78 #H — X KIE 54
RUBER RIS &, ACE TN Qwen3
RAIBERILT AR NS IG N &, BHF Qwen3-8B #l
Qwen3-14B. #t—2LHh, 5] N Qwen3-VL-4BF {E R
L8 B B SIS X &, PLVEA CFQuant £ 2 15
2 Transformer 228 I i3&E H . Qwen3 RFIFRTY
ERNEARFER e R RE SN —, Hi
HE RS LLaMA RINGFAEREZR, W&
WEESRH T m kR

4.1.3 SCIMYETS

FT A S22 3T Py Torch HEZESZH. 3848 £k
(PR V2B e 10 0 S B o B afe v 4R A R R
S E ST 4. SREAT T [19, 57-58],
FRFEREAE MRS RE, BEH—4F Soft-
max KA RS FEIR B A B X T Softmax
VR ACE R GELU % H i isas 1, 28 3
Z 5 J5 G20 B VAT AT AL TR AL RIS 5 T,
S} B AE K 32 2 T Ak, G R IR s E Bk,
R SEI B = A STy R . XS T Trans-
former, FTA IR E A B timm P
ST RLREAE S, K RepQ-ViT 7730 1 3k v Ty
7%, FFTE Softmax iy il GELU % H 30d (8 L MY
ML RING G 8N, X TRAEEIRE, AL
MANZREE HREL 32 5k G A IR HERE A, F TR ifE
EISEL B S LS Z TSR SmoothQuant™
YERFEWE TV, XM CFQuant 7E HRIES
AL FRFN 22 RS BRARAT 55 1 R

4.2 MRS ITEE

4.2.1 BEga%

LIRSS RNk 1 . ASCERH L RISk
Ja B ITIEAEA R B Transformer #5784 _F 35 HL
137 e Top-1 #ERR. BAKIMN S, 78 VIT-T L, CFQ-
vant 5% T 55.41% ] Top-1 #EfZ, W& & T APQ-
ViTP J7ik. 18 DeiT B8, 41 DeiT-S I, CFQuant
AHEE RepQ-ViT™ $&F+ 1 3.54 N A 73 5, 183 72.57%
] Top-1 R, 155 JZM % Trans-former U1 Swin-
B I, CFQuant #J Top-1 #EfZFIAS] T 81.84%,
B A RE R RIAR LA A 3.43 N 40 I RE ZE .
RARTTE, AL RL RIS G R AT IETE 2 A
B R T ARt B vk, R m o S RS .
4.2.2 BFrEN

bR AT Hh, AATIRAE MS-COCO #idi4E -
BEAT H AR AL I 5 S o> F e e, 45 RN 2 s,
KRS, B Mask R-CNN HEZ2 T Swin-S i FAE
AP BEAR T35 70 % L 54N, CFQuant fEH R W E

# 1 ARJFELE ImageNet-1k $HEE 153 KAT5 1 Top-1 #EHZEXS L (%)
Table 1  Top-1 accuracy comparison of different methods on classification tasks on ImageNet-1k dataset (%)

Jiik ELREE (W/A) ViT-T ViT-S ViT-B DeiT-T DeiT-S DeiT-B Swin-T Swin-S Swin-B
A 32/32 75.47 81.39 84.54 72.21 79.85 81.80 81.37 83.23 85.27
PTQ4ViT™ 4/4 16.53 42.57 30.69 36.96 34.08 64.39 73.06 76.09 74.02
APQ-ViTH 4/4 17.56 47.95 41.41 47.94 43.55 67.48 — 77.15 76.48
RepQ-ViT® 4/4 26.72 65.05 68.48 57.43 69.03 75.61 72.37 79.45 80.74
CFQuant 4/4 55.41 70.95 73.72 62.57 72.57 78.02 73.80 80.65 81.84
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NS T BTG SRR e, R Swin- LI Sk JE B Ak 7R RE A RS N B A T 55
T B Mask R-CNN A1, CFQuant 1% T 36.6 N e g AT

HI FHE AP FI 36.5 BIHERS AP. 7E Cascade Mask 43 BRSIRSEHRME

R-CNN HEZZ R, CFQuant £ Swin-S 1A% 1 50.1 4.3.1 FHAXES

I FHE AP A1 43.6 (3RS AP, LT RepQ-ViT™ BRILUEAT 54, AT H AR TE 5 A BE AU VPl
f) 49.3 F1 43.1, CFQuant 5 4= AR 2 6] 130 5t CFQuant, Fal R ERXESHEA b, SLig g Rk 3
HE AP FIHERD AP ZEFE 20 HIACH 1.8 F1 1.4, KT AZE 4 fii7”. CFQuant 7E LLaMA-7B Al LLaMA-

® 2 AREIJNEE MS-COCO HiE £ b HAma il Al L4 43 FME 55 (L REXT LG (%)
Table 2  Performance comparison of different methods on object detection and
instance segmentation tasks on the MS-COCO dataset (%)

Mask R-CNN Cascade Mask R-CNN
Jrik: LR (W/A) Swin-T Swin-S Swin-T Swin-S
DWFHEAP RS AP FHEAP IS AP  GASUHE AP MY AP ASHE AP HERS AP

SRR 32/32 46.0 41.6 48.5 43.3 50.4 43.7 51.9 45.0
PTQ4ViT™ 4/4 6.9 7.0 26.7 26.6 14.7 13.5 0.5 0.5
APQ-ViT® 4/4 23.7 22.6 44.7 40.1 27.2 24.4 47.7 41.1
RepQ-ViT® 4/4 36.1 36.0 44.2 40.2 47.0 41.4 49.3 43.1
CFQuant 4/4 36.6 36.5 43.4 40.6 47.7 42.0 50.1 43.6

£ 3 EEZNERAMLS E LLaMA RAVBRURF 572 HER R XL (%)

Table 3 Accuracy comparison of different methods on multiple zero-shot tasks across LLaMA models (%)

F5TY Jiik LbHE% (W/A)  PIQA  ARC-e  WinoGrande  BoolQ  ARC-c  HellaSwag  “FEHJiEHIE
LR RE 16/16 77.47 52.48 67.07 73.08 41.46 73.00 64.09
SmoothQuant!! 4/4 49.80 30.40 48.00 49.10 25.80 27.40 38.41
LLaMA-7B OmniQuant™ 4/4 66.15 45.20 53.43 63.51 31.14 56.44 52.65
AffineQuant™ 4/4 69.37 42.55 55.33 63.73 31.91 57.65 53.42
CFQuant 4/4 67.91 43.90 55.36 64.45 32.19 57.14 53.49
e i 16/16 79.10 59.89 70.31 68.01 44.45 76.21 66.33
SmoothQuant™ 4/4 61.04 39.18 51.06 61.80 30.80 52.29 49.36
LLaMA-13B OmniQuant®™ 4/4 69.69 47.39 55.80 62.84 33.10 58.96 54.63
AffineQuant/™ 4/4 66.32 43.90 54.70 64.10 29.61 56.88 52.58
CFQuant 4/4 71.20 45.61 56.39 64.17 33.35 59.51 55.04

R4 AEZNERALS L Qwend RIVBRIAFTTVARHERFXTLE (%)

Table 4  Accuracy comparison of different methods on multiple zero-shot tasks across Qwen3d models (%)

LT Vik/S HeARFE (W/A) PIQA ARC-e WinoGrande BoolQ ARC-c HellaSwag SRR 2
ARG 16/16 77.80 80.93 67.72 86.61 56.66 74.92 74.11
SmoothQuant™ 4/8 73.42 71.01 62.16 79.11 44.32 51.68 63.62
PrefixQuant 4/8 71.98 70.50 64.09 82.26 46.93 65.09 66.81
Qwen3-8B CFQuant 4/8 76.17 71.13 65.82 79.79 47.61 71.56 68.68
SmoothQuant!"” 4/4 50.53 25.51 52.17 39.58 25.73 26.72 36.71
PrefixQuant!® 4/4 56.42 38.55 48.07 45.69 26.79 34.82 41.72
CFQuant 4/4 72.74 71.84 64.09 78.81 47.87 67.93 67.21
SN 16/16 79.82 82.87 72.93 89.33 60.24 78.82 77.34
Quwen3-14B SmoothQuant!"” 4/4 51.22 25.81 50.18 38.47 26.51 25.79 36.33
PrefixQuant® 4/4 57.89 43.81 51.30 56.73 29.10 39.83 46.44

CFQuant 4/4 65.07 58.71 56.91 78.84 40.10 49.39 58.17
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S xx 5

13B &Y E AR NS TAEAAE 55 B~ I HERA 253 01
N 53.49% F 55.04%, #idk 7 OmniQuant? Fl Af-
fineQuant™!. XK CFQuant AMULEML AT 55 H
AR, EAEHRIE S FEAE SR RIERD G,
H 4% B AE0E . 78 BoolQ #E4E I, CFQuant
7f LLaMA-13B B8 Fik %] T 64.17% WIAER R,
M4k FERE AL 68.01%, #PERE 2= BE 4 /N2 3.84
ANE R

NP EAE CFQuant 78 A [F) AT 2842 DL K
Sedb B AN E LLRR IR B L, £ 4 JB7R Qwen3-
8B Ml Qwen3-14B BRI 7E R FEAAT 55 L1 HEREXT
b, Qwen3 B8 RAIK A T 5 e M IR R,
R S0 TUAR FE AR, X AL SR I (E Bk
TR, TEAR EL A R AL R B W Bt
B%[BG]'

SEIGAE R R, CFQuant 7£ Qwen3 #AY f A
A b B BT RS T AR M RE, JCHAEK L
FrEALRE FUAFEMEZ. 5T Qwen3-8B B,
CFQuant £ W4 /A8 (HLH 4 ke /HU%1E 8 tikr)
FiE FHUS T 68.68% MMI-FIHER R, M T Pre-
fixQuant [ 66.81%. fEMRMCLLHFFI W4 /A4 Bl E
T, SmoothQuant 1 PrefixQuant [fillfi ™ = 1] {4 §&
W, BAOR RS 4 LR, P e R 2 5
FEZ 36.71% F1 41.72%; ML 2 T, CFQuant 12X
R¥F T 67.21% W-FIHER 2, (UL W4/A8 T[4
T 14T A R, BENT PrefixQuant, #m
25.49 NNH S8 EAERIMAZ, CFQuant /£ W4/

A4 BE TR ZEM T PrefixQuant /£ W4/
A8 WE NMRIN, FHHEMZE 67.21% LT Pre-
fixQuant £ W4/A8 T 66.81%, i 0.40 N 4>
AL AEE RSO Qwen3-14B #7 |, CFQuant
FRE R F I ERe. /8 W4 /A4 WHET,
CFQuant K~ HEM 2L 2] 58.17%, it Pre-
fixQuant [ 46.44%.

CFQuant P TCZ) R EAL RIS 1L HAME 5 A2
RS R A e PE R X g BAE R, 7EMK L
Rt T, AU EL R B u e A B KR
Gy ) U TR AT B . CFQuant AEfEH 20E
RV B LA SR IS o AT, e B AL
T R B PE RESR R, TE JeHE KHE & BB RMIC L s = AL
Yy b BAA BRI SR A 1.

4.3.2 EBEERK

KATVEAL T L AR e B TTRAETE 5 AR RUE
IR, 45 R DL R T b g AT PEAS . IR
A, FRORNBEIY A B SCAS R AR HER. SEER 4R
Wi 5 A, 76 LLaMA &AM I, CFQuant /£
PR EE AR FIHUS TR R 2B, B LLaMA-
7B A, £ WikiText-2 H#E4E I, OmniQuant [
PR8N 11.26, 1) CFQuant 4 10.36, 255 5 AL
i 7E C4 4, CFQuant fE&E AL 7% F BUE
T RARII R 13.91, BAKR I T I 712

7E Qwen3d KA I ANFFIEEMK LR 2
WEAF T RIRPLZE TN, 6 b vk i R 2K
H LA KR E B TF. L Qwen3-8B A, Smooth-

5 AE WikiText-2 fl C4 £ 115 5 A AT 5 1 I 2% LR

Table 5  Perplexity comparison on language generation tasks on WikiText-2 and C4 datasets

B Ttk HAH (W/A) WikiText-2 | 4]
SRR 16/16 5.68 7.08
SmoothQuant! 4/4 25.25 32.32
LLaMA-7B ’
OmniQuant® 4/4 11.26 14.51
CFQuant 4/4 10.36 13.91
o 16/16 5.09 6.61
SmoothQuant!"” 4/4 40.05 47.18
LLaMA-13B ,
OmniQuant® 4/4 10.87 13.78
CFQuant 4/4 10.14 13.28
AR 16/16 9.72 13.29
SmoothQuant!"” 4/4 3.36 x 10* 2.29 x 10*
Qwen3-8B
PrefixQuant!™ 4/4 155.78 119.93
CFQuant 4/4 13.78 17.26
ExX ] 16/16 8.64 12.01
SmoothQuant!"” 4/4 2.16 x 10° 1.99 x 10°
Qwen3-14B
PrefixQuant!™! 4/4 187.28 129.05
CFQuant 4/4 32.30 35.76
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Quant 7F WikiText-2 F R EE R 3.36 x 104, &
A5 I BE 77 BH 2 F F#; PrefixQuant 7 Wiki-
Text-2 IR BN 155.78, HEL T #H & MR
K. FIRGERULHA, TEWOE 5 A A7 75 5050 7 0 (R
HE BT b | ARG Bl AR A ok B TR e B ) 5 2 A
b2 F, CFQuant 7E£ Qwen3 # A LR 5F T XS £
EREAMERE. 7E Qwen3-8B i |, £ WikiText-2
A C4 RS R 13.78 1 17.26, TMiAHF X E T Pre-
fixQuant 4 155.78 1 119.93; #£ Qwen3-14B 7Y
I, CFQuant 475U FH X AR (1) PRI = . sl 36 25
KW, KRR ST, CFQuant RS EL T H
YEFRIE T AR, I R K AR T S E B,
JEIL T HLAE 15 T A w1 N ).
4.3.3 URESRE LN IRSIER

AFLE MMBench- V1.1 {5 52 300 Bod 4
(MMBench-EN) o SCpEil 45 48 (MMBench-
CN) BT E 2 AR AR L, DL — D REpTiR 7y
TRAERR SIS 5 A R SRR 1 (105 B 1. A EL2E 5 A
B WV A R B S R IE B PSS
X555 15 B, FLBOE o3 A AVREAE 22 HOR 5
2%, I AE S o 4T R 56 B AL T TR 2 RS
Transformer Z844 1 {1 F5 8 1 S5z 1L RE

FIHE T Qwen3-VL-4B AT, 4558
6 P, fEAHE) W4 /A8 WE T, CFQuant {E
MMBench-EN Al MMBench-CN _E % 5l it
79.41% F1 78.72% WIHERGR, ISR MR, B
R 5, #HEE SmoothQuant, CFQuant 7E5E I
VIR R LAy BB T 4.10 A1 3.72 AN 4 AL
FHLE PrefixQuant 73 #3271 2.32 1 0.93 > H 45 &
A RS EROMAEL, CFQuant &AL GBI EREIL 73
SR B 3.72 A1 2.08 ANE A, 3B HAE [R)I BRI
B FIEOE RS G DL, 0 Re 8 B i Hh R KF
PLBEAE 5 B (1) 2 B B A

WeAh, AR — 20 5] NE0E B A E E AL (ac-
tivation-aware weight quantization, AWQ)" {E4

# 6 7f MMBench ##E4 I Qwen3-VL-4B #A{
ANEJTIFAES RS (%)

Table 6  Accuracy comparison of different methods for
the Qwen3-VL-4B model on
the MMBench dataset (%)

T3 L% (W/A)  MMBench-EN  MMBench-CN
AN 16/16 83.13 80.80
AWQ™ 4/16 81.58 79.26

SmoothQuant!"” 4/8 75.31 75.00
PrefixQuant 4/8 77.09 77.79
CFQuant 4/8 79.41 78.72

AR MRE AT VEBAT XL, DURRA R &4
AEA I IE SR R ERE R AWQ B T3
BT S5 BLE B4 T vk, H 3 B AR R A
=N 4 LR, MBUEEAREF 16 LR,
I, AWQ XN W4/A16 W&, 1A S 7156
VR e o 2Bk A E S B ARt R AL
Y. LI sE BREW, AWQ £ MMBench-EN 1
MMBench-CN _ 73 51| BUS 81.58% F1 79.26% IH)#E
WK, M2 T, CFQuant 75 5 4% 1) W4/A8 W& T
[ i FE A A B RSO, U3Re S W4/A16 [ AWQ TR
FEEUMEREZERE, JCIAE HR SO 48 MM Bench-
CN AU 0.54 NE . EiRgE R, CFQuant
TEBWOEE R R ELRr AL 254 T, TR A RUIR
FEAL DL TR 5 BT ) 2 S B R ).

4.4 HRRSCIG

4.4.1 BTERRBINNEFH

R CFQuant 75 ZH) F &L Rt s ik gk 47 1l
TFEIHF BRSNS, BN 7 FioR, X80
S E I N AT B  BEN T DL RS AN 7E 4
eRr = T, A B AR KA CFQuant 5%
F G IR R R SE AT pe AR fb. &5 S EoR, B RE
F R K EJy 0.02 MB, 12 588 8K/
0.1%. 1EPEREJT T, CFQuant 7E 3] N 2538 2 (1 [7] i
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Table 7 Ablation study of the additional lookup-table
memory overhead on the ImageNet-1k dataset

TR CFQuant R RS (MB) Top-1 #EHZ (%)
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Table 8 Ablation study of quantization strategies for
different activation functions on
the ImageNet-1k dataset
B Softmax GELU Top-1 #EMI% (%)
X X 68.27
N x 68.82 (+0.55)
DeiT-S
X \ 71.33 (+3.06)
N N 72.57 (+4.30)
X X 79.03
\ x 79.28 (+0.25)
Swin-S
x N 80.36 (+1.33)
\ N 80.65 (+1.62)
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T R SE IS
Table 9  Ablation studies of efficient scale-shift

algorithm on the ImageNet-1k dataset

R ESA Top-1 #EHIF (%)
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Table 10  Comparison of calibration time for different
quantization methods on the ImageNet-1k dataset
Y Ji: Top-1 #EHIZ (%) FEWS (min)

Exyi 14 79.85
PTQ4ViTM 34.08 3.61
DeiT-S
RepQ-ViT?! 69.03 3.12
CFQuant 72.57 3.28
ERiE 83.23
PTQ4ViTM 76.09 8.46
Swin-S
RepQ-ViT 79.45 6.87
CFQuant 80.65 7.19
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Table 11  Comparison on inference efficiency for
DeiT-S model on the ImageNet-1k dataset
T RS (MB) g8 E (G) i (s)
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CFQuant 11.18 346 4.33
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